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With the ongoing advancement of image acquisition technologies utilized in healthcare, imaging 

datasets continue to get larger. Large runoff studies can easily reach 3,000 slices and multi-phase 

cardiac datasets now reach 10,000 slices.  Loading such datasets can require a significant amount of 

time which may negatively impact patient care. 

In order to reduce the time spent loading such datasets, a joint project was undertaken by Intel and 

Vital Images to leverage the potential of Vital Images' volumetric compression and the Intel© Xeon© 

processor 5500 series. Utilizing these technologies, dataset loading speeds exceeding 3,000 slices per 

second are achievable. The result is a faster workflow and a positive impact on patient care. 

 

"In critical patient care situations like a stroke, time is essential. Significant technology 

advancements like the Intel® Xeon® processor 5500 series  processor combined with our 

Vitrea fX brain perfusion application enable  the fast processing of large amounts of image 

data to provide doctors with quantitative results related to patientsΩ regional cerebral blood 

volume (rCBV), mean transit time (MTT) and regional cerebral blood flow (rCBF)Φέ 

- Vikram Simha, Chief Technical Officer, Vital Images Inc. 

Datasets continue to get larger. A typical runoff study has .5mm to 3mm slice thickness and varies 

between 500 to 2500 slices, extending from chest to feet. A typical Toshiba Aquilion® ONE brain 

perfusion study has 19 volumes totaling 6080 slices at .5mm thickness. Multi-phase cardiac datasets 

from modern CT scanners can contain as many as 10,000 slices (20 images x 500 slices/image). Unless 

these datasets are compressed, loading them will require a significant amount of time. 

To support advanced volumetric analysis and visualization Vital Images wanted to utilize a compression 

technology that would provide fast decoding, support from both lossless and lossy compression, that 

employs true 3D encoding, and offers progressive refinement (i.e.  a lower-resolution version of the 

volume is embedded as part of the data stream). Recently the medical imaging industry has gravitated 
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towards the use of encoders based on JPEG 2000 Part 2 (JP2KP2). Unfortunately, JP2KP2 algorithms are 

not truly volumetric and are computationally demanding. While JP2KP2 is an excellent format for 

exchanging data between medical devices, and therefore is supported by Vital Images, its decoding 

speed was a significant performance bottleneck. 

Vital Images is introducing a new volumetric compression technology which is specifically designed for 

fast loading of large volumetric datasets. This technology supports true volumetric compression and 

progressive refinement, offers good compression ratios, and has very high encoding/decoding speeds. It 

borrows several key concepts from JPEG2000 Part 10 and can be considered a subset of this upcoming 

standard. Integrated into upcoming Vital Images products, this technology provides decoding speeds an 

order of magnitude faster than JP2KP2. 

The decoding algorithm for ±ƛǘŀƭ LƳŀƎŜǎΩ volumetric compression divides the input into a large number 

of independent 3D tiles, decodes each one separately, and then merges the results into a single output. 

This allows the decompression workload to be divided among an arbitrary number of processor cores; 

the resulting performance will improve ("scale") with an increasing number of cores. 

For highest performance, it is important to keep the "working set" of data in the 1st level (L1) cache of 

the processor. Doing so minimizes the effect of bandwidth limitations and guarantees maximum 

throughput. Our decoding algorithm also uses SIMD extensions (notably the SSE2 instruction set), which 

allows processing of multiple elements in parallel, thus significantly improving overall throughput. 

Even though the algorithm is highly parallel, it is impossible to achieve perfect scalability due to memory 

bandwidth limitations and interactions with the operating system. Access to any shared resource - such 

as disk or memory - can have a severe impact on the performance. It took an experienced developer 

several weeks to find and eliminate performance bottlenecks that only became apparent when running 

a high number of processing threads.  

±ƛǘŀƭ LƳŀƎŜǎΩ volumetric compression was specifically designed to take advantage of the latest 

microprocessor technology from Intel which recently debuted in the Intel® /ƻǊŜϰ ƛт desktop processor. 

Intel Microarchitecture, codenamed Nehalem, incorporates numerous changes to the x86 micro-

architecture including: separate per-core L2 caches, an additional shared L3 cache, improved branch 

prediction, a higher number of in-flight micro-operations, HT and an integrated memory controller 
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supporting DDR3 SDRAM. The latter resulted in dramatically improved memory bandwidth, which can 

greatly benefit medical imaging algorithms. 

Loading performance is typically limited by the raw transfer rate of the input device - in the case of Vital 

Images, the speed of the disk subsystem or network connection. To measure an upper bound on 

performance, we initially benchmarked with the input dataset present in the file system's cache. These 

conditions also occur in real-world usage when a study is read immediately after being pushed to a 

workstation. 

We measured the effective loading rates for two clinical studies. The first study, "4D Brain Perfusion", 

consists of nineteen 320-slice volumes acquired using a Toshiba Aquilion® ONE scanner. The second 

study, "CT Runoff", consists of a single 2,340-slice volume. The first dataset compressed to 812.4 MB, 

and the second to 372.6 MB - compression ratios of 3.74x and 3.1x respectively. 

 

Figure 1 - Loading performance (slices per second) versus thread count for the "4D Brain Perfusion" study.   

The benchmark was performed on two systems. The Intel® Xeon® processor 5482 series running at 3.2 
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commercially available hardware. The Intel Xeon processor 5500 series is an Intel software Development 

Platform prototype (dual Intel Xeon W5580 quad-core processors at 3.2 GHz with 24 GB of DDR3-1333 

RAM). On the latter system we measured performance with HT and with Intel© Turbo Boost Technology 

enabled. 

Figure 1 illustrates that volume loading performance increases with the number of threads (and thus 

processor cores) used for decoding. Using all processor cores, the Intel Xeon processor 5482 series 

system decodes 1,795 slices/sec for this dataset; at such high decoding rates, memory bandwidth is a 

key performance bottleneck. The Intel Xeon processor 5500 series system's vastly improved memory 

architecture and HT capabilities offers a clear advantage, decoding 2,959 slices/sec - 65% faster than the 

Intel® Xeon® processor 5482 series system. 

As depicted in figure 2, similar results were obtained with the CT Runoff study. Because this study loads 

a single file rather than multiple smaller files, the operating system overhead is lower, yielding even 

higher throughputs. The Intel Xeon processor 5482 series system decodes 1,937 slices/sec, while the 

Intel Microarchitecture Nehalem system achieves an impressive 3,313 slices/sec - 71% faster. 

 

Figure 2- Loading performance (slices per second) versus thread count for the "CT Runoff" study.   
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Obviously decoding rates of 3,000 slices/sec cannot be attained when the input dataset is not present in 

the file system cache. To measure non-cached performance, we repeated the benchmarks on a 

previous-generation HP xw8400 workstation (dual Intel© Xeon© X5355 quad-core processors at 2.66 

Ghz with 16 GB of DDR2-667 RAM) with a fast disk subsystem (quad 146 GB, 15K RPM, SAS drives in a 

RAID-5 configuration). Using 4 cores, the CT Runoff study can be loaded at 1,106 slices/sec.  Employing 

more cores marginally improves performance to 1,327 slices/sec because the RAID-5 read performance 

has become the bottleneck. 

 

Figure 3- Brain Perfusion. 
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Figure 4- Runoff. 

Vital ImagesΩ new volumetric compression enables high-speed loading of large datasets. When the 

dataset is present in the file system cache (i.e. after a DICOM push or data prefetching), all processor 

cores should be assigned to decoding, which will allow datasets to be loaded at speeds exceeding 3,000 

slices/sec. If the dataset is not present in the file system cache, the disk subsystem or network will limit 

throughput and only a few processor cores are necessary to keep up with the raw transfer rate of the 

input device. A single Intel Xeon processor 5500 series core can decode at rates exceeding 500 

slices/sec. 

With Intel Microarchitecture Nehalem and vastly improved memory bandwidth, Vital Images saw 

significantly improved application performance. When decoding datasets from the file system cache 

where memory bandwidth is the main limiting factor, the Intel© Xeon© processor 5500 series is up to 

71% faster than an identically clocked Intel® Xeon® processor 5482 series. 
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Additionally, we have found that Intel Microarchitecture Nehalem systems improve the speed of Vital 

Images' image processing algorithms. As an example, the processing of 4D Brain Perfusion studies in 

Vital Images' Vitrea® fX software - with no changes to the algorithm code- is 34% faster on an Intel 

Microarchitecture Nehalem system than on an identically clocked Intel® Xeon® processor 5482 series. If 

high throughput is important, which certainly is the case with medical imaging, the Intel Xeon processor 

5500 series simply offers the highest performance available on commodity CPUs. 

                                                           
Intel processor numbers are not a measure of performance. Processor numbers differentiate features within each processor 
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